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Abstract

In this study, we revisit the role of contrast in the statistical salience model from Bordalo
etal. (2025). Using the classic balls-and-urns framework, we vary base rates and likelihoods
to manipulate contrast and test novel predictions. While our results reaffirm the relevance
of attention and salience in statistical reasoning, we also find systematic deviations from the
model’s predictions regarding the share of correct Bayesian answers. These deviations sug-
gest that the current contrast formalization does not capture attention well for more complex
problems and attention patterns. Finally, we propose a modified contrast formulation that
more closely matches people’s behavior, demonstrated by maximum-likelihood estimations.

JEL-Classification: C91, D83, D91
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1 Introduction

Statistical problems are central to many economic decisions, yet individuals often make sys-
tematic errors when evaluating probabilities and updating beliefs. Most existing research has
focused on specific biases, such as base rate neglect (e.g., Grether 1980; Esponda et al. 2024)) or
the gambler’s fallacy (e.g., Rabin 2002} Suetens et al. 2016|). Similarly, most models formalizing
this behavior also focus on specific biases. Thus, these models cannot explain why people make
different errors and why the types of mistakes people make vary across contexts. In the statis-
tical salience model by Bordalo et al. (2025]), people focus selectively on the salient features of
a statistical problem while disregarding others. Thus, the statistical salience model can account
for well-known biases and explain why errors vary across contexts, even when the statistical
problem normatively remains the same.

Building on this idea, in this paper, we take a closer look at the model’s formalization of
contrast, a key mechanism in the salience literature that determines which features attract at-
tention. Specifically, we argue that the way Bordalo et al. (2025) define contrast is difficult to
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reconcile with bottom-up attention in specific contexts, as it requires a relatively sophisticated
understanding of statistics.

The paper’s core argument focuses on the formalization of contrast in the statistical salience
model. The contrast of an attention profile is equal to the normalized difference between the
probabilities of two hypotheses, which follow from the representation of the statistical problem
based on the attention profile. When attention is directed to a single feature, the degree to
which one hypothesis is favored over another is straightforward for people to detect. However,
when multiple features are considered, Bordalo et al. (2025)’s contrast formalization requires
people to have a more sophisticated understanding of statistics to observe contrast plausibly.
This complexity may not align with involuntary, bottom-up attention, the process central to
salience theory (Bordalo et al. [2022)). Thus, the central claim of this paper is that the model’s
predictions are unlikely to hold in these cases.

To investigate this argument, several predictions from the statistical salience model are tested
using the classic balls-and-urns framework also employed by Bordalo et al. (2025). The only
attention profile consisting of multiple features in the balls-and-urns cases is the Bayesian pro-
file. Consequently, this study focuses on the performance of the model regarding the share of
Bayesian participants, whereas Bordalo et al. (2025 focus on anchoring to the base rate and the
likelihood when investigating contrast effects. The observed behavior of participants does not
align with the predictions of the model by Bordalo et al. (2025) for the share of people who
are Bayesian, whereas the model performs well for the share of people anchoring to the base
rate or likelihood. We therefore propose a modified version of the statistical salience model that
preserves the original model’s structure and reformulates only the notion of contrast. A com-
parison using maximum likelihood estimations shows that the modified model fits participants’
behavior more closely.

In our experiment, participants are randomly assigned to one of six treatments and asked to
solve a balls-and-urns problem. While the problem description remains constant across treat-
ments, we systematically vary the base rate and the likelihood to manipulate the contrast of dif-
ferent attention profiles while keeping feature prominence constant. In one set of treatments,
the base rate and likelihood align in the same direction, leading to a more extreme Bayesian
answer and thereby generating high contrast for the Bayesian profile. In another set, they point
in opposite directions, reducing the contrast of the Bayesian answer and lowering attention to it
according to the statistical salience model. Crucially, this experimental design enables a ceteris
paribus examination of contrast effects in the model with respect to the share of participants
who give the Bayesian answer, as all other components of the statistical salience model are held
constant.

The experimental results show that the original model performs well for single feature at-
tention profiles, i.e., profiles related to the base rate or the likelihood. In treatments with a
larger contrast induced by the base rate, more participants answer with the base rate. Similarly,
in treatments with a larger contrast induced by the likelihood, more people anchor to the like-
lihood. Furthermore, in line with the results from Bordalo et al. (2025)), additional evidence
demonstrates the relevance of attention for participants” answers to the statistical problem. Par-

ticipants whose attention is drawn to specific features are much more likely to answer with the



corresponding probability predicted by the statistical salience model.

However, consistent with the core argument of this paper, the predictions of the statistical
salience model do not hold for the Bayesian profile. In none of the treatment pairs in which the
contrast of the Bayesian profile increases while all other aspects of the salience model remain
constant do significantly more participants give the correct Bayesian answer. Power analyses
show that these null results are not driven by insufficient sample size, suggesting a deviation
from the models” predictions.

Finally, we introduce a modified version of the statistical salience model that keeps all as-
pects unchanged except for the formalization of contrast. Instead of defining contrast at the
level of attention profiles, we define it based on individual features and calculate an attention
profile’s contrast as the unweighted average of its features. Using maximum likelihood estima-
tions, we compare the fit of both models. Building upon the original statistical salience model,
the modified version captures the decision-makers” (DMs) behavior more closely.

This paper makes several contributions that go beyond the existing literature. First, a rapidly
growing literature examines the role of attention in economic decisions across various domains,
including redistributive decisions (e.g., Amasino et al.[2024)), strategic interactions (e.g., Liet al.
2022), and trading behavior (e.g., Barber et al.2022)). For a comprehensive review, see Loewen-
stein et al. (2025). A smaller part of this literature examines how attention affects statistical
problem-solving and Bayesian updating tasks. In addition to the salience model proposed by
Bordalo et al. (2025)), the closest paper to ours is by Ba et al. (2024)). Both representativeness and
contrast are central building blocks of salience models in economic applications (Bordalo et al.
2022). Whereas Ba et al. (2024)) focus on representativeness in a variation of the balls-and-urns
task, the present paper examines the role of contrast in Bayesian updating. Moreover, we pro-
vide additional evidence that decision-makers” attention plays a crucial role in their responses
to statistical problems.

Second, several papers investigate predictions from salience models focusing on choices un-
der risk (e.g., Dertwinkel-Kalt et al.[2020; Nielsen et al.|[2025]), consumer choices (e.g., Hastings
et al. 2013} Dertwinkel-Kalt et al. 2017)), and memory (e.g., Charles 2024, Enke et al. 2024]).
However, this is the first paper to test predictions from the new statistical salience models and
to show systematic deviations in the behavior of DMs from the model. Thus, our findings gen-
erally contribute to understanding the contrast effect incorporated into most salience models
(Bordalo et al. [2012; Bordalo et al. 2013} Bordalo et al. 2022)). Our findings indicate that the
contrast effect is present in the balls-and-urns cases for single feature attention profiles but not
for the Bayesian profile.

Third, the findings contribute to the literature on the link between complexity and salience
effects. Enke et al. (2023 hypothesize that salience effects are especially strong when indi-
viduals face high complexity and, consequently, greater cognitive uncertainty. Furthermore,
Dertwinkel-Kalt et al. (2025) show that salience effects can weaken the influence of complexity
in portfolio choice settings. Previous research emphasizes differences in salience effects across
low- versus high-complexity decisions. Our study highlights that even within a single choice,
different options can vary in complexity, thus requiring specific modeling choices to capture
bottom-up attention. Although we do not directly measure complexity or cognitive uncertainty,



our results show that for the attention profile with the highest computational complexity, no
contrast effect is observed. This indicates that salience effects are weaker for options that are
more complex. This finding aligns with evidence that when the correct procedure is cognitively
demanding, such as applying Bayes’ rule, DMs tend to rely on simpler choice rules (Banovetz et
al.[2023)). Overall, our results underscore the importance of accounting for cognitive limitations
when modeling the role of contrast and attention in complex settings. Suppose certain aspects
of a problem require substantial cognitive effort to be observable in the first place. In that case,
they are unlikely to influence involuntary, bottom-up attention, the central mechanism in the
salience framework (Bordalo et al.2022)).

The remainder of this paper is organized in the following way. Section[2]presents the core ar-
gument of the paper. After giving a brief overview of the statistical salience model, we focus on
the formalization of contrast and its relation to bottom-up attention. Furthermore, a modified
version of the model is introduced, which only changes the formalization of contrast. Section
describes the experimental design and derives hypotheses based on the statistical salience
model. The experimental design closely follows that of Bordalo et al. (2025)). Section 4 presents
the experimental results, showing that in line with the core argument of this paper, the original
model performs well for single feature attention profiles. However, predictions from the origi-
nal model do not hold for the share of people giving the correct Bayesian answer. On the other
hand, the behavior of DMs is in line with the modified version of the model. Sectionpresents
the results of several maximum likelihood estimations showing that the behavior of DMs aligns
more closely with the modified version of the model. Finally, Section [p| concludes.

2 Salience & Inference Problems

Most models analyzing the departure from rational Bayesian belief updating assume stable dis-
tortions, e.g., based on heuristics such as base rate neglect (e.g., Grether 1980) or compression
to the prior (e.g., Enke et al. 2023). On the other hand, in the statistical salience model from
Bordalo et al. (2025), people’s attention is drawn to salient features while others are ignored.
The salience model, therefore, is able to explain instability in DMs’ behavior, e.g., why people
overreact in some cases but underreact in others when faced with the same statistical problemE]

After summarizingE] the statistical salience model with a focus on how contrast is formalized
and applying the model to the workhorse framework for analyzing DMs behavior in statistical
inference, the balls-and-urns case (Section , we present the paper’s core argument. We argue
that, in some instances, the statistical salience model is hard to reconcile with the notion of
bottom-up attention. For the balls-and-urns cases, this argument applies only to the Bayesian
profile. In other words, we argue that predictions of the model are unlikely to hold with regard
to the share of people who give the correct answer to the balls-and-urns case (Section [2.2]).
Based on this argument, we introduce a modified version of the statistical salience model, which

! Another model capturing this behavior is introduced by Augenblick et al. (2025). In their model, individuals
update beliefs in the correct direction but are partially insensitive to signal strength, instead adjusting based on the
average signal strength.

*For a detailed overview of the model and a more in-depth explanation regarding the simulation of the statistical
problems by DMs, please refer to the paper by Bordalo et al. (2025]).



Figure 1: Balls-and-Urns Framework

Note: The base rate is denoted with 7 and the likelihood with q.

is mostly identical to the original statistical salience model from Bordalo et al. (2025)) and only
changes the formalization of contrast (Section [2.3)).

2.1 The Statistical Salience Model

The balls-and-urns case is a widely studied framework for analyzing how people update their
beliefs in response to signals (Benjamin2019). In this framework, participants are informed that
there are two urns, A and B, each containing colored balls in different ratios. For example, in urn
A, 60% of the balls are green and 40% are blue, while in urn B, 40% of the balls are green and 60%
are blue. One urn is randomly selected, and a green ball is drawn. Participants are then asked
to determine the probability that the ball comes from urn A. Figure [1|illustrates the probability
tree for the balls-and-urns case, parameterized by the base rate (7) and the likelihood (g).

In the statistical salience model introduced by Bordalo et al. (2025)), events (w) are described
by several features. These features may be either "statistical," capturing the relevant aspects
of the problem, or "ancillary,” representing irrelevant elements that DMs might still attend to.
Applying the balls-and-urns framework to the salience model, Bordalo et al. (2025) consider
three features: First, f; represents the base rate, indicating the selected urn (U = A or B). f>
captures drawing a ball of color ¢ from urn U (¢|U;U = A, B;c = g,b). Finally, f3, the ancillary
feature, denotes whether the ball is the most probable result of a given hypothesis.

In the example above, urn A contains 60% green balls, and urn B contains 60% blue balls.
Accordingly, a green ball "matches" urn A, and a blue ball "matches" urn B. f3, named the match
feature, takes the value 1 if the ball is consistent with the urn’s majority color and thus matches
the urn. Accordingly, in the example above, the match feature takes the value 1 for (A4, g) and
(B, b), and 0 otherwise.

These features are combined into several attention profiles o = (a1, as, ..., o) with n de-
noting the number of features. Attention is binary, i.e., DMs either pay attention to a feature f;,
thus denoting «; = 1, or they do not, o; = 0. In the balls-and-urns cases, five attention profiles
are considered by Bordalo et al. (2025): agr = (1,0,0) only considers the urn selection, i.e.,
only focuses on the base rate. DMs who only attend to the color of the ball o = (0, 1,0). DMs
who only focus on the match feature, v, = (0, 0, 1). DMs paying no attention oy = (0,0, 0) and
finally DMs attending to both statistical features, i.e., the Bayesian profile ag = (1, 1,0).



Based on these attention profiles, DMs represent the question, "What is the probability that
the green ball comes from urn A?" differently. A DM who only focuses on the urn selection
(apr) represents the question as: "What is the probability that a random ball comes from urn
A?" and ignores the color of the ball. Accordingly, DMs in the base rate profile answer with
the base rate. On the other hand, a DM attending only to the match feature («,,) represents
the question as: "What is the probability that the color of the ball matches the urn?" and re-
sponds with the likelihood, in the example above, 0.6. Table [1|displays the probability answers
associated with the responses for each attention profile in the balls-and-urns case.

In the model, each attention profile is assigned a salience score, which is equal to the sum
of three terms:

S(a) = C(a) + P(a) + €q (1)

Prominence, P(«), captures framing effects, the context in which the statistical problem is
presented, and other related factors. For a more detailed discussion, refer to the original work by
Bordalo et al. (2025]). Contrast, C'(«), is a key component in most salience models. Crucially, in
the statistical salience model, contrast is defined on the level of attention profiles. The modified
version introduced in Section [2.3]instead defines contrast on the level of singular features. The

following expression defines the contrast of an attention profile in the original salience model:

_ IPR(Ra(H:)) — PR(Ra(H_y))|
@) = BR(Ra(H,)) + PR(Ra(H_)) @

Accordingly, when a DM evaluates which of two hypotheses, H; and H_;, is more likely,
the contrast of an attention profile « is equal to the normalizedE] difference between the proba-
bilities of the two hypotheses as implied by the representation of the statistical problem by the
attention profile. For instance, as discussed above, a DM in the base rate profile (agr) only
considers the selection of the jar, representing the problem such that PR(R,,(H;)) = 0.6 and
PR(Rqp,(H-;)) = 0.4 if the base rate equals 0.6. The contrast in this case is C(aggr) = 0.2.

If the base rate increases to 0.8, the base rate now favors H; more strongly than before, raising

OBR

the contrast for the base rate profile to 0.6. Table[I|provides the contrast values for all attention
profiles in the balls-and-urns case. This formalization of contrast aligns closely with the contrast
effect in other salience models, such as those applied to choices under risk (Bordalo et al.[2012)
or consumer choices (Bordalo et al.[2013)).

Assuming that € follows an extreme value distribution and that DMs attend to the profile
with the largest salience, S(«), gives rise to the classical conditional logit model structure. Ac-
cordingly, the share of DMs attending to the different attention profiles is given by the following

expression:

_ exp(C(ay) + P(ag))
>rexp(Clag) + P(ak))

p(o) (3)

*Normalization is introduced by Bordalo et al. (2025) to capture diminishing sensitivity as in their model
PR(R.(H;)) and PR(Rq(H-;)) do not necessarily add up to 1. However, normalization can be disregarded for
all profiles mentioned above, and the remainder of this paper, as adding the probabilities in the denominator al-
ways equals 1. Normalization is only mentioned to give a complete overview of the original model.



Table 1: DMs” Answers and Contrast by attention profile

QOBR ac (6779 ag (7))
Contrast [2r —1| [2¢—1| [2¢—1] [|28—1] 0
Answer T q q B 0.5
Note: 3 is equal to the correct answer, given by the formula: § = "5

Thus, ceteris paribus, a higher contrast of an attention profile leads to a larger salience, which
in turn results in a higher share of individuals attending to the attention profile. The experimen-
tal design outlined in Section [3|is constructed to enable an investigation of this ceteris paribus
effect in the model.

2.2 Contrast and bottom-up Attention

After having briefly summarized the statistical salience model and its application to the balls-
and-urns format, we now focus on the central argument of this paper. We argue that for an
attention profile that consists of multiple features, the formalization of contrast in the statistical
salience model differs from the formalization of contrast in other salience contexts (e.g., choices
under risk) and thus may not be compatible with the notion of bottom-up attention.

In salience models, contrast "captures the idea that a specific attribute of a good may stand
out when the good is compared to alternatives." (Bordalo et al. 2022). The formalization of
contrast in the salience literature is inspired by the Weber-Fechner law of perception, which
posits, first, that perceived dissimilarity between two stimuli depends on their ratio rather than
their absolute difference, and second, that individuals exhibit diminishing sensitivity to a given
absolute change as stimulus levels increase (Nielsen et al. 2025). Accordingly, a change from 1
to 2 is perceived as more substantial than an identical one-unit change from 11 to 12.

For example, in the salience mode focusing on choices under risk, the salience of a state is
higher and thus overweighted if the normalized difference between the outcomes of the two
lotteries is larger. Similarly, in statistical problems, a base rate of 0.8 favors the hypothesis that
a random ball comes from Urn A more strongly than a base rate of 0.6, thus increasing the
contrast of the base rate profile. Accordingly, the model predicts that a base rate of 0.8 draws
more attention to the base rate profile than the base rate of 0.6. Notably, DMs can directly
observe both the base rate and the likelihood (see Appendix Figure [D5)). Accordingly, little
further cognitive effort is required to assess how strongly they favor one hypothesis over the
other.

However, this is not the case for attention profiles that include more than one feature, i.e.,
multiple-feature attention profiles. For example, participants do not directly observe how strongly
the Bayesian profile favors one hypothesis over another. This probability needs to be calculated
first. Crucially, the different features can interact in non-trivial ways, requiring a deeper un-
derstanding to correctly assess how much the combination of features favors a hypothesis. It is
unlikely that people possess the required understanding of probability theory, especially within
the context of salience and bottom-up attention, for several reasons.



First, people are known to commit various statistical mistakes and biases, such as those
that Bordalo et al. (2025) aim to explain. Therefore, it seems unlikely that people can easily
observe how strongly, or even if, the combination of multiple features favors one hypothesis
over another.

Second, it is unclear why DMs should be able to assess how much the combination of two
features favors a particular hypothesis before attending to these specific features in order to
calculate or estimate this probability. In other words, even if people can correctly understand
how strongly two features together favor a hypothesis, they must have already attended to these
features. In this sense, the model seems backward: the outcome of a DM'’s cognitive process,
the answer to the statistical problem, also serves as an input in determining the contrast of an
attention profile.

Third, and most crucially in the context of bottom-up attention, even assuming that DMs
can correctly assess how strongly the combination of two features favors one hypothesis over
another, considerable mental capacity is required to do so. This is different from salience models
in other contexts in which contrast is observable with comparatively less effort. Such a cogni-
tive load is incompatible with involuntary, bottom-up attention, which lies at the center of the
salience literature.

Following this line of argumentation, people would be unable to observe the contrast, as for-
malized in the statistical salience model, through bottom-up attention when an attention profile
consists of more than one feature. It is important to note that this reasoning only applies to the
Bayesian attention profile in the balls-and-urns case. Consequently, the argument suggests that
DMs’ behavior will diverge from the model for the Bayesian profile, whereas their behavior
with respect to single feature attention profiles, such as the base rate profile, will be in line with

the model. In summary, if the reasoning above holds true, the following two predictions follow:
Prediction 1. For single feature attention profiles, the behavior of DMs aligns with the original model.
Prediction 2. For the Bayesian attention profile, the behavior of DMs deviates from the original model.

The experiment described in Section [3|is designed to derive hypotheses from the original
model that test these predictions. The experiment results outlined in Section |4/ show that the
behavior of DMs supports the argument. Hypotheses from the statistical salience model by
Bordalo et al. (2025) hold for the single feature attention profiles, while DMs’ behavior deviates
for the Bayesian profile. Before focusing on the experimental design and results, the next Section
introduces the modified version of the model.

2.3 Modified Model

As previously argued and later demonstrated, the behavior of DMs with respect to the Bayesian
attention profile deviates from the model’s predictions. This raises the question of how the
model can be modified to reflect DMs’ behavior more closely while preserving the effective
components. The modified version of the model proposed here addresses this issue by revising

only the formalization of contrast while leaving prominence unchangedﬁ

*The modified model, experimental design, hypotheses, and tests are pre-registered. Details can be found here:
https://aspredicted.org/cyw7-nrén.pdf.
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Table 2: Contrast and Alternative Contrast by attention profile

QBR ac Qm ag (o))
Contrast |2 —1| [2¢—1] [2¢—1] 1258 — 1] 0
AC 27 —1| |2¢—1] [2q—1] Petrel] 0
Note: [ is equal to the correct answer, given by the formula: 5 = m

The key idea behind the modified formalization is to define contrast at the level of individual
features rather than at the level of attention profiles. This approach circumvents the problems
discussed in Section 2.2 The modified formalization of contrast does not require DMs to com-
prehend how multiple features interact in order to plausibly perceive the contrast of attention
profiles consisting of more than one feature. Instead, DMs are only required to be able to ob-
serve the contrast of individual features.

The modified formalization of contrast is modeled analogously to prominence, as described
in the original statistical salience model by Bordalo et al. (2025). For attention profiles with
multiple features, the prominence of an attention profile is calculated as the unweighted average
of its features:

. Zj ;P
Zj Qj

Similarly, the modified version of the model defines alternative contrast (AC) as the un-

P(a) (4)

weighted sum of the contrast of its features. To achieve this, it is necessary to first define contrast
at the level of individual features. The contrast of a feature f is defined as the contrast it induces

when a DM considers only this single feature in the representation and ignores all others:

of) = |PR(Ry(H;)) — PR(Rf(H_;))|
- PR(Rs(H,;)) + PR(Rs(H-;))

(5)

The AC of an attention profile « is defined as the unweighted average contrast of the features
it containg?

>; C5
Zj ay

Finally, alternative salience (AS) is defined as the addition of AC, prominence, and the error

AC(a) = (6)

term:

AS(a) = AC(a) + P(a) + €4 (7)

For example, for f; the urn selection, a base rate of 0.8 leads to C'(f1) = (0.8 — 0.2)/1 = 0.6.
Thus, the base rate profile, which only considers urn selection, has an AC of 0.6. Notice that

°For the attention profiles consisting of no features, this definition entails a division by zero. The same is true
for the prominence definition from the original model above. Throughout this paper we assume for both cases that
P(ap) = 0aswell as AC(ap) = 0.



the formalization of contrast in the original model also equals 0.6 when the base rate is 0.8.
For the Bayesian attention profile, however, AC and the contrast in the original model differ.
For instance, assuming a base rate of 0.8 and a likelihood of 0.6, the contrast in the original
model is determined by the differences in probabilities implied by the Bayesian profile: C'(ag) =
(0.857 — 0.143)/1 = 0.714. On the other hand, by equation |6} in the modified model, the AC for
the Bayesian profile equals the unweighted average of the contrast of the base rate feature and
the color feature: AC(ag) = (0.6 40.2)/2 = 0.4.

Table2]illustrates that AC coincides with the original model’s contrast for all profiles except
the Bayesian profile. It is crucial to point out that this is a feature and not a bug. As laid out
in Section the core argument of this paper only affects the Bayesian attention profile in
the balls-and-urns framework. It stipulates that the model works well for all other attention
profiles. This is captured by the fact that the contrast of the modified model only differs from
the original model for the Bayesian attention profile. Consequently, for predictions that pertain
solely to single feature attention profiles, the modified model aligns with the hypotheses of
the original model, while different hypotheses are generated regarding the Bayesian attention
profile.

Assuming that the modified model captures the behavior of DMs regarding the Bayesian
profile, the following prediction can be made:

Prediction 3. For the Bayesian attention profile, the behavior of DMs aligns with the modified model.

The following Section introduces the experimental design and explains in detail for which
hypotheses the modified and original models differ and how they relate to Predictions

3 Experimental Design

As previously mentioned, the balls-and-urns framework is used to derive predictions from the
statistical salience model and experimentally test themﬁ By systematically varying the base
rate, m, and likelihood, g, the contrast of the attention profiles changes across treatments. Table
summarizes the six treatments and shows the contrast of each attention profile in the original
model. Each participant is assigned to only one of the treatment conditions, meaning between-
subject variation is used.

In all treatments, the statistical problem is described in the same way, following the formu-
lation from Bordalo et al. (2025) E] Participants are informed about the structure of the problem,
the shares of green and blue balls in each urn, and the probabilities with which Urn A and Urn
B are randomly selected. Every participant is told that a green ball is drawn and then asked to
assess the probability that it comes from Urn A (H4). Crucially, Hp is explicitly mentioned.
This is referred to as the "standard" formulation by Bordalo et al. (2025)), who demonstrate that,
compared to the "focal" formulation, which only explicitly mentions H 4, this choice leads to

greater attention to the Bayesian answer by participants. Thereby, the "standard" formulation

SEthical approval for the study was given by the German Association for Experimental Economic Research.
Details can be found here: https://gfew.de/ethik/fCTPuAZS8,
’See Appendix Figure for an example.
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Table 3: Treatment Conditions and Contrast by Attention Profile

T 7 ¢ Clasn) Clac) Clam) Clag) Clag) AC(ap)

T1 08 0.6 0.6 0.2 0.2 0 0.714 0.4
T2 06 08 0.2 0.6 0.6 0 0.714 0.4
T3 08 04 0.6 0.2 0.2 0 0.455 0.4
T4 04 08 0.2 0.6 0.6 0 0.455 0.4
T5 085 09 0.7 0.8 0.8 0 0.962 0.75
T6 0.15 09 0.7 0.8 0.8 0 0.227 0.75

provides a more suitable test of the two versions of the statistical salience models laid out in
Section[2l

The problem description and display are constant across all treatments. Thus, following
Bordalo et al. (2025) it is assumed that the prominence of each feature does not change across
treatments.

Table[8|gives an overview of the experimental design, showing the base rate, likelihood, and
the contrast values for the five attention profiles across all six treatments. We first focus on the
single feature attention profiles, namely the base rate profile, the match profile, and the profile,
focusing solely on the ball’s color. For all these profiles, the original model and the modified
model generate the same hypotheses. The profile focusing only on the color of the ball (a()
and the match profile (., ), by design, have the same contrast and answer in the balls-and-urns
cases. In Treatment 1, the base rate induces a higher contrast than the color of the ball and the
match feature. Treatment 2 is designed oppositely. Accordingly, the model predicts that more
DMs will attend to the color of the ball or the match profile in Treatment 2 relative to the base

rate profile, compared to Treatment 1@

Hypothesis 1. The share of DMs attending to the signal & match profiles relative to the base rate profile
is higher in T2 than in T1.

The only change from T1 to T3 is that the complement of the likelihood is used. Similarly,
from T2 to T4, only the base rate changes, with the base rate in T4 being the complement of that
in T2. This design leads to the same contrast values for the single feature attention profiles in
both T1 and T3, as well as in T2 and T4. Accordingly, a similar prediction follows for T3 and T4:

Hypothesis 2. The share of DMs attending to the signal & match profiles relative to the base rate profile
is higher in T4 than in T3.

It is important to stress again that the argument in Section[2.2does not affect HI|and The
argument laid out above focuses on the complexity of the interaction between different features
and thus only affects multiple feature attention profiles. If the argument above and Prediction/I]
are correct, then Hypotheses Hl|and H2|should hold, providing evidence for the effectiveness
of the original model by Bordalo et al. (2025) in explaining DMs’ behavior for single feature
attention profiles.

8 A formal derivation of all hypotheses can be found in Appendix
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As already mentioned, the only multiple feature attention profile in the balls-and-urns frame-
work is the Bayesian profile. Turning to the Bayesian profile, notice that in T1 and T2, both the
likelihood, g, and the base rate, 7, are above 0.5. Thus, both make it more likely that a green ball
comes from Urn A, leading to a relatively high objective probability that H; is correct. Accord-
ingly, the contrast of the Bayesian profile is relatively high in T1 and T2.

On the other hand, in T3 and T4, one probability is above 0.5, and one is below 0.5. Thus,
one feature makes it more likely, and the other makes it less likely that a green ball comes from
Urn A. Therefore, the objective probability does not favor H; as strongly as before, leading to a
lower contrast for the Bayesian profile. Hence, the following hypotheses follow from the original
model:

Hypothesis 3. The share of DMs attending to the Bayesian profile is higher in T1 than in T3.
Hypothesis 4. The share of DMs attending to the Bayesian profile is higher in T2 than in T4.

Crucially, this design allows us to test the ceteris paribus effect of contrast in the model when
it comes to the Bayesian profile. Unlike for HI| and in HB|and H4} no reference category
is needed to derive predictions from the model. This is the case because, from T1 to T3, the
complementary probability is taken for the likelihood. Similarly, when comparing T2 and T4,
the complementary probability for the base rate is used. As can be seen in Table[3} these changes
keep the contrast of all other attention profiles constant. Therefore, the only thing that changes
in the model from T1 to T3 and from T2 to T4 with regard to the salience scores is the contrast
of the Bayesian profile.

Note that the changes in contrast for H3|and H4{are comparatively smaller than those for
the hypotheses that focus on single-feature attention profiles. The last two treatments, T5 and
T6, are therefore designed to mitigate potential power issues in the experimentﬂ To achieve
this, we designed them with several objectives in mind. First, the contrast difference for the
Bayesian profile should be relatively large to increase the power of the analysis. Second, to allow
for a ceteris paribus interpretation of the model, the contrast of all other profiles must remain
constant across treatments. Third, we ensured that the probability answers associated with the
Bayesian profile differ sufficiently from the other profiles to allow for the proper assignment
of DMs’ answers to one of the attention profilesEy] For this purpose, the same base rate as in
Bordalo et al. (2025) and its complement, i.e., 7 = 0.85 and = = 0.15, as well as the likelihood
g = 0.9, are used. This leads to the final prediction of the original model:

Hypothesis 5. The share of DMs attending to the Bayesian profile is higher in T5 than in T6.

If the behavior of DMs in the experiment reveals evidence in line with this would
contradict the argument laid out in Section[2.2]as well as[2and generate evidence in favor of the
original salience model.

Another potential issue concerns the role of attention limits in the statistical salience model.
Bordalo et al. (2025) assume that DMs have an individual attention limit, k, representing the

9Appendixshows that power might be an issue with regard to and I—@ while is well powered.
°In Bordalo et al. (2025), the nearest mode connected to one of the other attention profiles equals about seven
percentage points. In T5 and T6, the difference is more than eight percentage points.
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maximum number of features a DM can attend to simultaneously. Appendix[Alformally derives
all hypotheses and demonstrates that considering attention limits only poses potential chal-
lenges regarding statistical power but does not affect the qualitative predictions of the model.
Appendix|B|further shows that even when considering attention limits, power is not a relevant
concern for while H3|and H4 may be underpowered.

As mentioned before, the predictions of the modified model are the same for the single
feature attention profiles. Thus, the modified model also generates H1|and As AC is equal
to the unweighted average of the contrast of the base rate and color feature, AC is constant in
T1, T2, T3, and T4, as well as in T5 and T6 for the Bayesian profile (see Table ) Thus, the
modified model predicts the corresponding null hypothesis for That is, the share of
people attending to the Bayesian profile is equal in T1 and T3, T2 and T4, as well as T5 and Té:

Hypothesis N3. The share of DMs attending to the Bayesian profile is the same in T1 and T3.
Hypothesis N4. The share of DMs attending to the Bayesian profile is the same in T2 and T4.
Hypothesis N5. The share of DMs attending to the Bayesian profile is the same in T5 and Té.

If the behavior of DMs in the experiment contradicts the null effects implied by the modi-
fied version of the model, this would provide evidence against and Prediction 3] The
implementation of the experiment closely followed the data collection procedures from Bordalo
etal. (2025). We collected data in August 2024, using a gender-balanced sample on Prolific with
participants from the United Kingdom and the United States of America. Each participant was
assigned to one of the six treatments and answered one balls-and-urns problem. The survey
was coded using olree (Chen et al. 2016]). The show-up fee was £0.90, and the average com-
pletion time was approximately 5 minutes. After entering the survey and providing informed
consent, participants were informed that they would be asked a question with an objectively
correct answer and would receive a bonus payment of £0.50 if their answer was correct (within
five percentage points). After answering a balls-and-urns question, participants were explicitly
asked how they solved the problem in a free-form text field and via a multiple-choice ques-
tion, which included the features to measure attention. 3004 participants completed the survey.
As mentioned above and to maximize comparability with the data from the original study, in-
structions for the balls-and-urns case and the attention questions were taken from Bordalo et al.
(2025)).

4 Results

This section reports the main results from the experiment and provides evidence supporting
the argument presented in Section Furthermore, it demonstrates the importance of DMs’
attention regarding their answer in the balls-and-urns case.
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Figure 2: Belief Distribution T1-T4
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4.1 Contrast and single feature attention profiles

Figure 2| displays the distribution of answers for T1-T4, alongside the probabilities associated
with the different attention profiles explained aboveE] DMs are classified into a specific atten-
tion profile if their answer to the statistical problem matches the probability answer implied
by the attention profile. For the Bayesian profile, a threshold of +5 percentage points is used,
whereas for the other profiles, only exact matches are consideredF_ZI Notably, consistent with the
findings from Bordalo et al. (2025), the answers exhibit a multi-modal distribution. Moreover,
the most prominent modes align with the probabilities implied by the attention profiles, provid-
ing initial support for the model and the link between bottom-up attention and how DMs solve
statistical problems. Across all treatments, 75.2% of participants provided answers connected
to one of the attention profiles from the model.

Regarding the model’s predictions, notice first that in the treatments with more extreme
likelihoods and thus higher contrast connected to the color or match profile, the share of par-
ticipants attending to these profiles increases. From T1 to T2, the share of participants who
gave the corresponding answer for these profiles increases from 19.3% to 25.2%, a statistically
significant difference (one-tailed two proportions Z-test, p<0.05). Similarly, from T3 to T4, the
share of participants connected to these profiles increases from 17.3% to 21.9% (one-tailed two
proportions Z-test, p<0.05).

Furthermore, the opposite pattern is observed for the base rate profile. As can be seen in
Table[3|from T1 to T2, the contrast of the base rate profile decreases from 0.6 to 0.2. At the same
time, the share of participants answering with the base rated decreases from 40.9% to 29.4%
(one-tailed two proportions Z-test, p<0.01). Similar changes are observed from T3 to T4, with
changes in the share of participants being attached to the base rate once again being significant
(one-tailed two proportions Z-test, p<0.05).

To formally analyze H[l|and and test the causal effects of the model, the share of par-

11Figurein Appendix D shows the belief distribution for T5 and Té6.

The maximum likelihood estimations in Section |5 show that the results are robust to choosing a tighter +1
percentage point range. Furthermore, in section we report results from an analysis that classifies participants
based on two attention measurements rather than their answers to the Balls-and-Urns question.
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Figure 3: Ratio of DMs attending to a¢ & o, relative to apgr
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ticipants attending to the base rate is used as the reference category, following Bordalo et al.
)El Figure El depicts the ratio of DMs attending to the match or color profile relative to
the base rate profile. In line with the model predictions and supporting Hl|and this ratio
increases drastically from T1 to T2 and from T3 to T4. Furthermore, these differences are highly
statistically significant (Chi-Squared Test, p<0.01). Thus, the results provide strong support
for Prediction [T|and the original statistical salience model from Bordalo et al. for single

feature attention profiles.

Result 1. The behavior of DMs is in line with predictions from the original statistical salience model for
single feature attention profiles.

4.2 Contrast and the Bayesian attention profile

It is important to reiterate again that Result[l]is in line with the argument laid out in Section 2.2}
The argument only suggests that predictions from the model regarding the Bayesian attention
profile might be at odds with the behavior of DMs. To investigate this claim and test Prediction
@ the share of participants giving the correct statistical answer is compared across treatments,
formally testing H3-HP]

Figure [] depicts the share of participants who give the Bayesian answer by treatment. As
explained above, the experiment is set up to allow a ceteris paribus analysis of the model. In
other words, no reference category is needed for the relevant comparisons. First, it can be ob-
served that in T1 and T2, the share of participants giving the correct Bayesian answer is smaller
than in T3 and T4. This pattern is at odds with the original model’s prediction, and HB|and H4|
which predict the opposite effect. Furthermore, from T5 to T6, the share of participants attend-
ing to the Bayesian profile decreases slightly from 16.7% to 16.3%. However, this difference is
not statistically significant (one-tailed two proportions Z-test, p:0.47)E|

3To test the effect of contrast for the base rate and the match and color profiles separately, the no attention profile
can be used as the reference category. This leads to insignificant effects. However, the results are qualitatively in line
with the model. See Appendlxg

'* Another potential v1ew is that the share of Bayesian participants is simply constant and does not vary across
treatments. However, a x? test of independence across treatments rejects this hypothesis at the ten percent signifi-
cance level (p=0.08). Furthermore, as shown in Appendix[C} a maximum likelihood estimation that uses a constant
share of Bayesians across treatments while applying the salience model only to the remaining attention profiles does
not improve model fit relative to the modified model.
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Figure 4: Share of DMs attending to ag - P-Values Original Model
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Overall, for HB}HB| no supporting evidence for the original model’s predictions can be re-
ported. Crucially, this deviation in DM’s behavior is in line with the argument above that the
contrast for the Bayesian profile is not observable for DMs via bottom-up attention and supports
Prediction 2l

Result 2. The behavior of DMs does not follow predictions from the original statistical salience model
for the Bayesian attention profile.

All statistical tests focusing on the Bayesian profile so far use a one-tailed test, as the original
model leads to hypotheses with a clear sign regarding HB}HB| The modified model leads to
the corresponding null hypotheses. Accordingly, a two-tailed test will be used to investigate
the predictions of the modified model. The difference in the shares of DMs giving the Bayesian
answer is marginally significant between T1 and T3 (two-tailed two proportions Z-test, p=0.08),
departing from the modified version of the model. However, the differences in shares between
T2 and T4 and T5 and T6 are not significant. Crucially, when combining the evidence from all
three hypotheses (N3HND5)), there is no significant difference in the share of DMs choosing the
Bayesian answer (Fisher’s combined probability test, p = 0.23). Overall, the results thus are in
line with the modified version of the model presented in Section 2.3]and Prediction [3}

Result 3. The behavior of DMs is in line with predictions from the modified statistical salience model for
the Bayesian attention profile.

4.3 Attention and Answers

We now turn to the link between the attention of DMs and their answers to the statistical prob-
lem. Following Bordalo et al. (2025)), the attention of participants is elicited in two ways. First,
with a multiple-choice question that asks participants which of the features they paid atten-
tion to. Second, a free-form text question in which participants were asked to explain how they
solved the balls-and-urns problem.

Table [4 depicts the results of linear probability regressions of dummies for each mode an-
swer on indicators corresponding to the attention profiles and treatment fixed effects. The first
set of variables measuring attention is based on the multiple-choice question, eliciting attention

to the different features. The second set is based on the free-text response, in which participants
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explained their answers. These answers are coded into dummies with the help of ChatGPT us-
ing the same prompts as Bordalo et al. (2025).

Paying attention to the features connected to any given attention profile increases the proba-
bility of answering the balls-and-urns problem with the mode connected to the attention profile.
This effect is large and highly significant for all profiles. For example, the probability of answer-
ing with the base rate is 47 percentage points higher for people who answer that they only paid
attention to the base rate in the multiple-choice question. Attention to only the base rate in
the text response increases the probability of answering with the base rate by an additional 20
percentage points.

In line with the findings from Bordalo et al. (2025)), the link between elicited attention and
DMs’” answers to the balls-and-urns case is much stronger for the base rate and profiles con-
nected to the likelihood mode than the Bayesian and no attention profiles. Still, for all four
modes and both measures of attention, all effects are highly significant. These findings further
underscore the critical role of bottom-up attention in shaping people’s behavior when solving
statistical problems.

Result 4. In the balls-and-urns cases, the attention of DMs is a strong predictor of their responses.

Table 4: Regression Results Attention

Attention BR Signal  Bayesian No

Attention Multiple Choice

Just BR 0.47**

Just M or C 0.30***

Just Bayesian 0.13***

No 0.13***

Attention Text Response

Just BR 0.20***

Just M or C 0.28***

Just Bayesian 0.11%

No 0.03***

Treatment FE v v v v

Observations 3,004 3,004 3,004 3,004

R? 0.32 0.16 0.05 0.02
*p<0.1; **p<0.05; ***p<0.01

Result 4] establishes the link between DMs’ attention and their probability answers, indicat-
ing the importance of attention in explaining the observed patterns. Strengthening this link, we
also analyze how DMs’ attention responds to the six experimental treatments. The correspond-
ing results are displayed in Appendix

For the single feature attention profiles, we find effects in line with the predictions from the
original model. When the contrast of the likelihood is larger, more participants pay attention to
the features connected to the likelihood, namely the match and the color feature. Also, in treat-
ments with a larger contrast connected to the base rate, significantly more people pay attention

to the base rate. This is true for both measures of attention and further supports Prediction
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Regarding the share of Bayesian participants, the predicted effect of the original model, that
more people attend to the Bayesian profile in T1 relative to T3, T2 relative to T4, and T5 relative
to T6, is not observed for either attention measure. The only exception is the free-text response
measure, which shows a marginally significant effect in the direction predicted by the original
model when comparing T5 and T6. Overall, however, no support for the hypotheses based on
the original model can be found, indicating support for Predictions [2|and

5 Model Comparisons

The results in Section #.2]already provide evidence that the modified model improves the origi-
nal model’s predictions regarding the Bayesian profile. In order to investigate the overall perfor-
mance of the modified model, three steps are taken. First, the original and modified models are
estimated via maximum likelihood, and the model fits are compared. Second, a cross-validation
exercise is performed by drawing 1000 random samples (using 50:50 sample splits with replace-
ment) and comparing both the within and out-of-sample performance of both model versions.
Third, in a horse race estimation, both formalizations of contrast are included, and the influence
of both formalizations on the behavior of DMs is compared.

To estimate the models via maximum likelihood, the procedure follows the approach out-
lined by Bordalo et al. (2025): First, participants whose answers do not align with one of the
modes predicted by the models are excluded from the estimation. Second, participants who
answer within five percentage points of the Bayesian answer are classified as Bayesian. Third,
participants who respond with exactly 50% are excluded, as such answers potentially indicate
an absence of attention altogether.

Importantly, these steps do not drive the results, as demonstrated in Appendix|Cl Tighten-
ing the classification range for assigning participants to the Bayesian profile to a stricter one
percentage point margin does not affect the conclusion that the behavior of DMs aligns more
closely with the modified version of the model. Furthermore, the results remain robust even
when the no-attention profile is included in the estimation.

Separate Estimation

As a first step, both models are estimated separately. As explained above, only the four
attention profiles, match, color, Bayesian, and base rate, are included in the analysis, i.e., e €
(m, ¢, BR, ). The likelihood functions for the original model and the modified model are there-
fore captured by the following two equations, respectively.

exp(P(ae) + BC(er))

Y eexp(P(ae) + BC(aeyt))
o exp(P(ae) +7AC(aet))
PRU= €D = S~ exp(Plae) + 7 AC(aey) ©)

Since the same statistical description of the problem is used throughout, prominence re-

PR(i = e|t) = (8)

mains constant across treatments. In both versions of the model, the prominence of the Bayesian
profile is defined as the unweighted average of the prominence of the base rate and the color of
the ball, i.e., P(ag) = 1/2 * (P(apr) + P(ac)). The parameters 3 and y capture the extent to

18



Table 5: Results Model Estimation

B Y Py Py Pys £()
Original Model 0.31* 0.67***  -0.41*>* -0.26** -2264.89
Modified 0.75**  0.68™** -0.34** -0.34*** -2256.31

“p<0.1; **p<0.05; ***p<0.01, based on bootstrapped confidence intervals.

Table 6: Average Results Cross-Validation

Original Model Modified p-value t-test
() in sample -1130.21 -1125.94 <0.01***
() out of sample -1377.90 -1372.66 <0.01**
B or -y 0.31 0.75 <0.01***

Note: This table displays average values from 1,000 randomly drawn samples.

which contrast and alternative contrast influence the behavior of DMs, respectively.

Table[C7]presents the estimation results for both models. The prominence values align with
those reported by Bordalo et al. (2025) for both models. In the balls-and-urns framework, f,
representing urn selection, is most prominent and captures participants” attention more strongly
than the ball’s color or the match feature.

Additionally, in both models, the effects of contrast and AC are positive and statistically
significant. This suggests that the overall behavior of DMs is consistent with both formalizations
of contrast. However, the effect of AC on the salience score of an attention profile is estimated
to be more than twice as large as the effect of contrast in the original model. This indicates
that DMs’ behavior aligns more closely with AC. It is crucial to emphasize that for all attention
profiles except the Bayesian profile, the contrast in the original model and AC are identical.
Therefore, the observed differences between the two models are primarily driven by divergences
in behavior concerning the Bayesian profile, as outlined in Section 2.2}

Taking a look at the fit of both models, one can observe that the log-likelihood of the modi-
fied model is higher. Since both models estimate the same number of parameters, typical model
comparison criteria such as the Akaike Information Criterion (AIC) and the Bayesian Informa-
tion Criterion (BIC) favor the modified version of the model. Furthermore, applying the likeli-
hood ratio test for non-nested models, as proposed by Vuong (1989)), reveals that the modified
model performs significantly better than the original model (p<0.01).

Cross-Validation
Additionally, 1,000 random samples are drawn using a 50-50 split of the data with replacement.
Table [6] presents the performance of both the original model and the modified model. The
modified model more closely fits the behavior of DMs, both in-sample and out-of-sample. These
differences are highly statistically significant. Moreover, the same pattern observed previously
holds, with the alternative formalization of contrast influencing the salience score on average

more than twice as much as the original formalization of contrast.
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Table 7: Results Model Estimation - Horse Race

B gl Py Pp Pys )
Combined Model -0.31 1.06™* 0.68* -0.29* -0.39** -2254.82
*p<0.1; **p<0.05; ***p<0.01, based on bootstrapped confidence intervals.

Horse Race Estimation
Finally, Table presents the results of a horse race estimation, which includes both formaliza-

tions of contrast. The following model is estimated:

exp(P(ae) + BC(ter) + YAC(te,r))
>oe exp(P(ae) + BC(aer) + YAC(aey))

As before, 3 captures the influence of the original formalization of contrast on DMs’ be-

PR(i = e|t) = (10)

havior, while v captures the influence of the alternative formalization. The estimation of the
combined model once again shows that the alternative formalization of contrast more closely
aligns with DMs’ behavior in the balls-and-urns framework. When both versions of contrast are
included in the model, only the alternative formalization significantly influences DMs’ behavior.

In summary, the modified version of the model more accurately captures the behavior of
DMs in the balls-and-urns framework. Estimating both models reveals that the alternative for-
malization of contrast exerts a stronger influence on DMs’ behavior. Additionally, the modified
model fits the data significantly better, both in-sample and out-of-sample. Finally, when both
formalizations are included in the model, only the alternative formalization of contrast is sta-
tistically significant.

6 Conclusion

This study investigated the role of contrast in statistical problem-solving. Applying the statisti-
cal salience model to the balls-and-urns framework, we showed both the strengths and potential
challenges of the statistical salience model by Bordalo et al. (2025). The experimental results
reaffirmed key findings: The attention of DMs is a strong predictor of their responses, and con-
trast effects significantly influence DMs’ behavior for the single feature attention profiles.

However, the experimental results indicated that the original model’s formalization of con-
trast does not fully capture DM’s behavior regarding the Bayesian profile. This deviation points
to challenges in the original model’s formalization of contrast in relation to bottom-up attention.
To address this, we proposed a modified version of the model, built in large part on the original
statistical salience model. The modified version redefines contrast as the unweighted average of
individual features” contrast. The results of several maximum likelihood estimations revealed
that the modified model more closely aligns with the behavior of DMs.

Beyond improving the statistical salience model, these results carry broader implications
for understanding the interplay between salience, complexity, and decision-making. They high-
light the need to consider cognitive limitations when modeling the role of contrast and attention
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under complex circumstances. Crucially, if DMs cannot access certain aspects of a problem with-
out massive cognitive efforts, it is unlikely that these aspects influence bottom-up, involuntary

attention, which is at the heart of the salience literature.
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A Formal derivation of Hypotheses

Single feature attention profiles (HI}-H2)

By the extreme value distribution of the error term, the expected share of DMs with attention
profile oy, is equal to the following equation (for a detailed proof see Proposition 4 in Bordalo
et al. (2025))):

H(ak) — exp(C’(ak) + P(ak))
> exp(Clag) + Plag))

The ratio of DMs answering with the likelihood relative to the base rate is thus given by the

(11)

following expression:

plac) + plam) _ exp(Clac) + Plac)) + exp(Clam) + Plam))

u(asn) exp(Clan) + Plapn)) (12)

The prominence values do not change across treatments. Clearly, this expression is increas-
ing in C(a.) = C(auy,) and decreasing in C(apr). Taking a look at Table [3| easily confirms
and HZ2|

Bayesian attention profiles (HB}HJ)

The share of people attending to the Bayesian attention profile is given by the following expres-

sion:

o) = exp(C(ag) + P(ag))
777 exp(Clag) + Plag)) + Yopg exp(Clax) + Plar))

(13)

This expression obviously increases in C'(a3). When comparing T1 with T3, T2 with T4, and
T5 with T6, all other inputs into the model, i.e. all prominence values and the contrast for all
other attention profiles, stay constant. Only C'(a3) changing across treatments gives

Hypothesis Modified Model
Notice that for all considered attention profiles, with the exception of the Bayesian attention
profile, it holds that AC(ay) = C(ay). Thus, Hl]and H2| follow form the same logic laid out
above for the modified version of the model.

Regarding the share of DMs attenting to the Bayesian profile is given by:

u(ag) = exp(AC(ag) + Plag))
exp(AC(ag) + P(ag)) + 2k .5 exp(AC(ax) + Plog))
Looking at Table 3| one can see that AC(a) is constant in T1-T4 and equal in T5 and Té.
Furthermore, similarly to before, for all other attention profiles, AC is constant in T1 and T3, T2
and T4, as well as T5 and T6. Thus, from T1-T3, T2-T4, and T5-T6, all inputs in the modified
model are constant, giving N3-Nb5.

(14)

Hypothesis with Attention Limit
Notice that only people with an attention limit of 2 or higher can attend to the Bayesian profile.
Assume that the share of DMs with an attention limit £ < 2 is equal to 1 — A. Then only the
share A can attend to the Bayesian profile:
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exp(Clag) + P(ag))
exp(Clag) + Plag)) + Xpzp P (Clar) + Plar))

This expression is equal to Equation {14, multiplied with the share A. Thus, qualitatively,

plog) = Ax (15)

the same arguments can be made as before, leading to the same predictions as before. Accord-
ingly, considering the attention limit only influences the power of the experiment but not the
predictions of the model with regard to the Bayesian profile.

B Power Analysis

The table below presents the power of a one-sided two-proportions z-test for hypotheses
Here, A denotes the proportion of participants with a non-binding attention limit, that is, the
DMs who are able to attend to at least two features and, thus, potentially to the Bayesian at-
tention profile. The expected share of participants attending to the Bayesian attention profile
is derived from the estimated parameters of the model by Bordalo et al. (2025]). For the calcu-
lations, a significance level of a = 0.05 is used, as per standard practice. All calculations are
based on a planned sample size of 500 participants per treatment.

Hypotheses H3|and H4|are slightly underpowered under the assumption that all DMs have
non-binding attention limits (i.e.,, & > 2). However, under the same assumption for the
statistical power is nearly 1. Even when considering attention limits and assuming only 25% of
DMs are able to pay attention to two or more features, H5 remains well-powered.

Table B1: Power Analysis

Treatment A Exp. share attending to ag ~ Power
% X e H3: 0.698
k% X o H4: 0711
b ) o HS: 0.999
B o3 o115 H3:0.408
n o3 0121 Hi: 0415
6 o3 o072 H5: 0553
B o 005 Ha: 0245
t o o061 Hi: 0248
o 0 o6 Hs: 0522
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C Robustness Tests

The no attention profile as the reference category

Using the no attention profile, oy as the reference category, allows us to test the effect of changes
in contrast on the base rate and the signal and match profile separately. As the contrast and the
prominence of the no-attention profile are equal in all treatments, the following hypotheses are
generated by the model and the modified version of the model alike:

e H1No The ratio of DMs attending to the base rate relative to the no attention profile is
higher in T1 than in T2.

e H2No The ratio of DMs attending to the base rate relative to the no attention profile is
higher in T3 than in T4.

e H3No The ratio of DMs attending to the conditional probability or match profile relative
to the no attention profile is higher in T2 than in T1.

e H4No The ratio of DMs attending to the conditional probability or match profile relative
to the no attention profile is higher in T4 than in T3.

Figures[CI|and Figure [C2|show the results of the corresponding analysis. While no effect is
statistically significant (Chi-squared tests), all effects go in the direction predicted by the model.

p=026 p=066

D ——
5.0
) -
0.0~

T T2 T3 T4

Treatments

Figure C1: Ratio of DMs attending to agg relative to o

p=0.38 p=0.26

- -
.
o . . . .

T T2 3 T4

Treatments

Figure C2: Ratio of DMs attending to «,,, and ac relative to oy
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Maximum likelihood estimation - 1pp for the Bayesian profile

Table C1: Results Model Estimation - 1pp Range

5 0 Py Pry Pr3 ()
Original Model 0.51%** 0.90"* -1.31%* 0.41*** -1912.59
Modified 0.74** 0.87*** -1.23*** 0.36** -1908.80

*p<0.1; **p<0.05; ***p<0.01, based on bootstrapped confidence intervals.
Vuong's likelihood ratio test for non-nested models, p=0.08*

Table C2: Average Results Cross-Validation - 1pp range

Original Model Modified p-value t-test
() in sample -954.76 -952.91 <0.01***
() out of sample -1164.02 -1161.59 <0.01**
B ory 0.51 0.74 <0.01***

Note: This table displays average values from 1,000 randomly drawn samples.

Table C3: Results Horse - Race Estimation - 1pp range

B gl P Py Py ¢
Combined Model -0.02 0.76* 0.87*** -1.22** (0.35"* -1908.79
*p<0.1; **p<0.05; ***p<0.01, based on bootstrapped confidence intervals.
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Maximum likelihood estimation - Including ozng_gl

Table C4: Results Model Estimation - Including ag

B v Py Py Py3 49)
Original Model 0.34** 1.61** 0.52** (0.68*** -2821.01
Modified 0.73***  1.42***  (0.39* 0.40 -2813.03

“p<0.1; **p<0.05; ***p<0.01, based on bootstrapped confidence intervals.
Vuong’s likelihood ratio test for non-nested models, p<0.01***

Table C5: Average Results Cross-Validation - Including ag

Original Model Modified p-value t-test
¢() in sample -1407.37 -1403.37 <0.01"
() out of sample -1717.05 -1712.22 <0.01%*

B or 0.35 0.74 <0.07***

Note: This table displays average values from 1,000 randomly drawn samples.

Table C6: Results Horse - Race Estimation - Including g

B v Pry Pra  Pp3 49)
Combined Model -0.23 0.96*** 1.42** 0.44** 0.36 -2812.15
*p<0.1; *p<0.05; ***p<0.01, based on bootstrapped confidence intervals.

BCalculating the prominence and AC of ay entails a division by 0. Thus, its value is not clearly defined. For the
following estimations, we assume that P(ao) = 0 as well as AC(ag) = 0.

27



Maximum likelihood estimation - Constant Share of a
As a robustness check, we estimate a model in which the share of Bayesian participants is con-
stant across treatments, while the salience model determines the allocation among the remain-

ing attention profiles. This is captured by the following equation with e € (m, ¢, BR, 3),

p ife=p
PR(i = e|t) = exp(P(ae) + BC(aet)) . (16)
0o s exp(Plad) + AClac) 77

p € [0,1] denotes the constant share of Bayesian participants across all treatments. Again,

captures the influence of contrast on the salience score of the remaining attention profiles. For
the non-Bayesian profiles, the standard logit structure of the salience model is preserved, with
the remaining mass of 1 — p allocated between the base rate and likelihood profiles according
to their relative salience scores. Note that for the non-Bayesian attention profiles, AC and C do
not differ.

To facilitate comparisons, the results of the separate estimation depicted in Table [5|are also
shown. The model with a constant share of Bayesian DMs performs slightly worse than the
modified model but better than the original model..

Table C7: Results Model Estimation

B o Py Pyy Pp3 p ()
Original Model  0.31* 0.67*** -0.41** -0.26** -2264.89
Modified 0.75**  0.68™* -0.34** -0.34*** -2256.31
Constant ag 0.73%** 0.68***  -0.34** -0.34*** 0.26*** -2256.87

*p<0.1; **p<0.05; **p<0.01, based on bootstrapped confidence intervals.
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Treatment Effects on Attention Measurements

Figure D1: Attention Measurement Multiple Choice Question - Ratio ac & «,, relative to aggr
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Figure D2: Attention Measurement Free Text - Ratio of a¢ & oy, relative to agr
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Figure D3: Attention Measurement Multiple Choice Question - Share of ag
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Figure D4: Attention Measurement Free Text - Share of ag
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D Additional Figures
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Figure D5: Experimental Screen with 7 = 0.8 and ¢ = 0.6

Question

Step 5 of 12

Consider the two jars below, which each contain marbles of different colors. In Jar A, 60% of the marbles are green, and 40% of them
are blue. In Jar B, 40% of the marbles are green, and 60% of them are blue.

Jar A Jar B

Suppose a computer randomly chooses one of the jars, where there is a 80% chance it chooses Jar A and 20% chance it chooses Jar B.
The randomly chosen jar is shaken (shuffling its contents), and a marble is drawn out of it: the marble is green

What is the percent chance it came from Jar A vs Jar B?

Chance it came from Jar A:

Chance it came from Jar B: %

Next

Figure Dé6: Belief Distribution T5-T6
T5 T6
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